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Introduction

This presentation will describe some ideas for actions that arise out of the National Library’s Directions Statement for 2006-2008.  Some of these ideas have already been implemented or at least tested, others have been identified but not yet trialled.  In yet other cases we have identified a broad idea, but have not yet crystallised it into a precise initiative.
The outline of this presentation is as follows:

Directions for 2006-2008

Outcome 1 (collecting and preservation)

Whole Domain Harvest

Outcome 2 (access)

Future of NLA catalogue

Cultural Collections Gateway

Large-scale digitisation

Outcome 5 (new models for collecting and sharing)

This presentation will not cover some recent actions such as those relating to Libraries Australia and our other federated discovery services, or the recent trial involving Flickr and Picture Australia.  These actions will be discussed tomorrow in a presentation by Tony Boston.

Directions for 2006-2008

At the outset, our Directions Statement places our activities into the context of support for learning, support for creative and intellectual endeavour, and support for the dissemination of ideas and information.

For the period 2006-2008, we have flagged, as a priority objective:

enhancing learning and knowledge creation by further simplifying and integrating services that allow our users to find and get material, and also by establishing new ways of collecting, sharing, recording, disseminating and preserving knowledge.

We say in our Statement that we value continuity and consistency.  That does not prevent us constantly identifying new ways of meeting our priority objective.

The Directions Statement lists five Desired Outcomes.  The actions that I will describe all relate to Desired Outcomes 1, 2 and 5.

Desired Outcome 1

“To ensure that a significant record of Australia and Australians is collected and safeguarded”

Collecting includes electronic resources.  Of course the Library has been collecting such resources, through our PANDORA archiving process, for the past decade.

Example: Whole Domain Harvest

Last year the National Library commissioned the first large scale harvest of the Australian web domain.  The information that I present about this activity comes from the Digital Archiving Branch of the Library which was responsible for that harvest.

We undertook this activity because we have been conscious for may years that we needed to complement the selective PANDORA approach with a whole domain approach.  The resources we apply to the selective approach are necessarily limited, and there is always the likelihood that some resource that was not selected will be an important resource for future research.

The Library contracted the Internet Archive to undertake the crawl.  The Internet Archive used its crawl robot called Heritrix, which is specifically designed to undertake large scale crawling for archival and preservation purposes.
Our specific objectives were to:

· Measure the breadth and depth of the crawl;
· Analyse the performance of the Heritrix crawl robot;
· Obtain a clearer understanding of the composition of the Australian web domain;
· Obtain real content which we could use as a test bed to determine approaches to delivering access to the archive; and
· Obtain a better understanding of the processes and costs involved in large scale domain harvesting.

As a result of the crawl we captured more than 185 million files, comprising 6.7 terabytes of data.  This represents more than seven times as much data as we gathered during the first nine years of harvesting for the PANDORA Archive.

Based on initial visual checking of some randomly sampled URLs, we consider the harvest to have been successful in achieving a broad coverage of the Australian domain.  More detailed analysis is currently in progress, and preliminary findings suggest that Heritrix is highly successful in capturing the content it identifies.  However, the findings also suggest that there was a substantial amount of content remaining to be harvested at the termination of the six-week crawl.
The harvest was able to obtain a certain amount of content from non .au domains by doing ‘on-the-fly’ Domain Name Server lookup, for example.  However, sites with Australian content or authorship located outside Australia were not automatically identified.

The crawl works by starting with seed lists of URLs.  Our view is that a greater effort in developing these seed lists will be an important factor in improving the effectiveness of future crawls.
Obeying robots.txt exclusions caused unforeseen limitations in regard to harvesting publicly available content.  The use by webmasters of such exclusions to direct indexing robots to content they want indexed while limiting unnecessary load on their servers can mean that we fail to harvest content such as images and other resources constituting the look and style of the web site.

Clearly the National Library is interested in the question of how this archive can be made accessible to researchers and the wider Australian public.  To us, it increases the urgency for amendments to the legal deposit sections of the Copyright Act to allow such access.  The Library will of course investigate whether there are some components of the archive (such as some categories of government publications) that we can legally provide access to now.  We will also investigate whether the National Library can provide limited onsite access from our reading rooms.

The Library is likely to schedule a second domain harvest during the second half of 2006.

Desired Outcome 2

“To meet the needs of our users for rapid and easy access to our collections and other resources”.

Desired Outcome 2 is obviously at the heart of the “easy access” goal.  It encompasses matters such as the design of our web site, digitisation, reference services, discovery services, copyright barriers, our collections and those of other libraries and indeed other cultural institutions.

Federated search services and the future of our catalogue

The Library provides a number of federated discovery services, such as Libraries Australia Search, MusicAustralia, PictureAustralia and the ARROW Discovery Service.  As I mentioned, Tony Boston will be speaking tomorrow about these services.  They have been at the heart of our IT development programme in the past few years.  I will, however, describe two recent actions which represent an adjunct to our work in this area.

The first of these activities is an investigation into the future of the Library’s catalogue.

The Library decided in mid 2005 to review our strategy for providing an online catalogue.  One motivation for this review was the development of the Libraries Australia Search service, with its easy-to-use interface and its linkages between the finding and getting functions.  Another motivation was the CASL Information Access Plan which (among other things) called on all CASL members to “investigate how to use Libraries Australia to improve services to their users”.
I want to draw your attention to a paper by one of the Library’s staff (Judith Pearce) entitled New Frameworks for Resource Discovery and Delivery.  Judith suggests that users will increasingly discover library resources through services other than the catalogue.  For example, a user may discover a book through a search engine (such as Google Scholar), through Amazon, or through a union catalogue service (such as Libraries Australia) rather than through a library catalogue.  Having made this discovery, the user may then wish to interact with an ILMS in order to complete the process of gaining access to that book through a library.  The user may well prefer to complete the workflow within the original discovery interface.

Judith argues that union catalogues should occupy a more important place in the user’s discovery behaviour.  For many years through our indexes and databases libraries have been giving our users access to journal articles beyond the strict boundaries of our collections, so why not do the same for books?  With a free Libraries Australia service, it is harder to see why not.

The internal review considered the enablers and inhibitors to replacing our catalogue with Libraries Australia as the primary target to be searched by users.  Enablers included the wider set of resources accessed, a better and more adaptable search interface, a wider set of links to getting services and the fact that users are going to start “landing” in Libraries Australia anyway as we seed this metadata to Google.

However, there are a number of challenges in making such a change.  We need to make it crystal clear to users what they are searching, we need to deal with institution specific data and the problem of licence conditions for record sets which allow URLs in institutional catalogues but not in the NBD.

Also, to give the user a seamless experience we need to support standards-based interaction with the ILMS (for detailed holdings, placing requests, following up requests).  In this context, the National Library has written to Endeavor urging support for the Z39.50 Holdings Schema; alternatively, for both of us to work on implementation of the XML Holdings Schema currently under development by ISO TC46 SC4.  We have also urged an examination of the use of a standards based way (OpenURL or a web services approach) to enabling item requests to be initiated by users through an external interface and passed to Voyager for processing.
We urge other libraries to raise these issues with their own ILMS vendors.  The National Library can provide a form of words for use in any correspondence.
The internal review group has not yet reported, but it will identify a multi-stage program of work which, if carried out, would allow the Library to eventually deprecate its existing OPAC.
Cultural Collections Gateway

In our Directions Statement we say that we will:

… enable the collections of Australian libraries and cultural institutions to be searched online and easily obtained …

By including the words “and cultural institutions” we are recognising that users may wish to extend their search beyond the collections of libraries.

In late 2004 the Commonwealth collecting institutions endorsed a proposal to investigate the feasibility of a federated discovery service.  The aim was to allowing people to discover the resources held by our national collecting institutions without having to repeat their information search many times in different online services.

The National Library was asked to manage the investigation.  During stakeholders meetings last year we settled on a distributed search model, rather than a metadata harvesting model.  This was because of the volume of metadata involved, and the diverse nature of that metadata.  As a result, we focussed on defining an open search protocol standard.  We wanted a standard that:

· can be implemented with minimal effort by the collecting institutions;

· will support the goal of effective federated search; and

· will, as far as possible, be based on other existing standards or those under development.

We also decided at an early stage that it would be effective to pursue distributed search, not just across individual institutions, but across metadata aggregations (the main ones being Libraries Australia, PictureAustralia and Collections Australian Network).  As a result, we invited the Collections Australia Network (CAN) to join the stakeholder group.

We also decided, during 2005, that the most likely candidate for a search protocol was the OpenSearch Protocol developed by Amazon, and which extends RSS technology.  Information on OpenSearch can be found here:

http://opensearch.a9.com/
We are now at a point where:

· CAN is planning to develop support, in its system, for the OpenSearch protocol;

· CAN’s strategy is to host collection data for smaller institutions on its central database, while supporting distributed search access to larger institutions using the OpenSearch protocol; and

· The National Library is planning to support the OpenSearch protocol in both PictureAustralia and Libraries Australia.
It should be possible by late 2006 for anyone to search across the central CAN database, Picture Australia and Libraries Australia in a single search.  Furthermore, as larger museums, archives and galleries implement the OpenSearch protocol in their collection management systems, it will progressively become possible for anyone to search across a very wide community of Australian collecting institutions.

The stakeholder group has also noted that, as a longer term issue, we may need to propose extensions to the OpenSearch protocol in order to support features such as phrase searching and fielded searching.

Large-scale digitisation

In our Directions Statement we say that we will:

… increase the range and quantity of digitised library collection materials …

To the extent that our resources will allow, the National Library wants to participate in large scale digitisation.  As we all know, major developments are taking place in this area internationally, with projects such as the Google Library Project, the Million Book Project and the Open Content Alliance.

As far as Australia’s public domain content is concerned, the National Library does not wish to see all of that content digitised by commercial services.  We want significant parts of that Australian public domain corpus to be freely available to the research community and the general public.  We see it as a key part of information infrastructure.

Where we are digitising text, we want to create a search service based on that text.  That means OCR and content analysis to support the search service.

The Library believes that researchers working in the humanities and social sciences benefit from the digitisation of source materials, that this can substantially increase their power to undertake research.  As an example, we proposed to provide a free online service allowing full text searching of significant Australian newspapers covering the period 1803 to 1954.
In other words, we wish to tackle the problem of the public domain portion of Australia’s newspaper heritage.

Last year we partnered with the ANU, several other universities and the state libraries to prepare an ARC LIEF funding bid to establish this service.  We noted that major newspaper digitisation projects have been funded overseas by organisations such as the National Endowment for the Humanities in the United States.  We received support from the Australian Academy for the Humanities and from individual academics from 13 universities.

We thought that this service would benefit biographical and historical research, provide an invaluable resource for longitudinal cultural studies, and support longitudinal research in certain scientific fields such as ecology and climate change.  In other words, we saw this service as a piece of discipline neutral research infrastructure.  We still do.
While that bid was not successful, the Library still intends to proceed with this project, at a slower pace, using our existing budget resources.  We hope to have the first newspaper available online by late 2006.

Desired Outcome 5

To ensure our relevance in a rapidly changing world, participate in new online communities and enhance our visibility, we will:

· Provide services that support the creation of knowledge by our users
· Explore new models for collecting digital material

· Enhance opportunities for users to share ideas … to interact with us and among themselves

Lying behind Desired Outcome 5 is a recognition of the trend towards greater public participation.  This has been commented on by many observers, some of whom have used labels like “Web 2.0” and “Library 2.0” to characterise the trend.

Charles Leadbeater explored this notion in a recent address to the forum on “The Library of the 21st Century” at the State Library of Victoria.  He suggested that in many areas of endeavour there is a growing trend for spectators to become players and for consumers to become producers some of the time.  Stimulated in large part by the Web, we are seeing more examples of “mass participative forms of collaborative creativity”.

The Web 2.0 model uses “peer knowledge” which tends to be “cheaper and more accessible and in some cases more trusted than professional knowledge”.

Examples include the development of open source software, the Wikipedia, blogs and the feedback loops they often stimulate.  Older examples include the Internet Movie Database, which has facilitated public participation from the early days of the Web, and the facility for public reviews in Amazon.
What is needed to stimulate this trend is not so much service provision as facilitation.  Facilitators can provide “tools and a platform through which people can create things themselves”.

So how might the National Library provide such a facilitation role in order to advance our own objectives?  This is the issue we are addressing in Desired Outcome 5.

Provide services that support the creation of knowledge by our users
Of course, we do this simply by existing, by providing research sources to our readers.  We try to add value through advanced reading room services, and through our Fellowship programs, to take two examples.

We are also conscious that the nature of scholarly publishing is changing.

During 2004 James O’Donnell, a member of the Commission on Cyberinfrastructure for the Humanities and Social Sciences in the United States, commented that we need to facilitate new forms of publication, in contrast to the traditional scholarly journal.  We need infrastructure to allow scholars to continuously report research results, accompanied by data, illustration, and discussion with other scholars.  Rather than peer review done in secret by one or two scholars, why not a “conversation” with many scholars?

Similarly, Van de Sompel and his co-authors, in an article published in D-Lib in 2004, argued that a future scholarly communication system should accommodate complex documents that flexibly aggregate the products of the scholarly endeavour.
We can see a partial progress towards “rethinking scholarly communication” in South Seas, which was a collaboration between the National Library of Australia and the Centre for Cross-Cultural Research.  South Seas (http://southseas.nla.gov.au/) is an online reference guide to James Cook's first Pacific voyage of discovery.  It provides the full text of Cook's journal and other important contemporary accounts of the voyage, and links them to contextual information from many sources and in different forms (for instance, text, maps, and pictures) so that Cook's voyage can be understood within the context of 18th-century Pacific exploration and cross-cultural encounters.

South Seas allowed the Library and the participating researchers to explore the issues and techniques associated with the use of the Web to publish and disseminate scholarly research based on primary source material.
However, we are aware of the shortcomings of South Seas.  Even though it is driven by a database, the service as a whole is too hand crafted, and it is not open and flexible enough to support scholarly conversation.  What we need is a generic framework that will support new projects without significant additional IT intervention, and that will support scholarly comment and annotation in a flexible way.  We could provide such a framework to any scholar who wishes to use it, where they are making intensive use of our collections for their research.
It is likely that the National Library will, during the term of our current Directions Statement, seek to work with one or more partners on such a project.  A Generic Scholarly Publishing Framework.

Explore new models for collecting digital material
An example of such exploration is the recent Flickr / Picture Australia project.  Tony Boston will describe this in detail tomorrow.  Basically, this project is allowing the public to contribute their own content to the Picture Australia discovery service.

Enhance opportunities for users to share ideas … to interact with us and among themselves
The Library wishes to allow the public to “talk back” to the Library by annotating or commenting on collection items – in practice this means an ability to provisionally add or edit our metadata.

There are plenty of opportunities for users of our federated search services to enhance metadata or to propose corrections to metadata.  A user of PictureAustralia, for example, may recognise people or places in a photograph, and may want the ability to contribute this knowledge.  A folklore enthusiast may wish to add information to data describing one of our folklore collections.  Users of Libraries Australia may want to suggest additional metadata or alert us to errors in metadata.

We are aware that OCLC has been experimenting with annotation in Open WorldCat.  We would like to introduce it into some of our services.  I stress that we have not yet sharpened this idea into specific initiatives.

Summary

I have given a few examples of actions that arise out of the National Library’s Directions Statement for 2006-2008.  Some of these ideas have already been implemented or tested, others have been identified but not yet trialled.  In yet other cases we have identified a broad idea, but have not yet crystallised it into a precise initiative

In our Directions Statement the National Library states that “continuity is important to us”, but at the same time the Library is constantly trying to identify new ways of meeting our overriding goal of supporting learning, supporting creative and intellectual endeavour, and supporting the dissemination of ideas and information.
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