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The Future of Web Resources: 

Who Decides What Gets Saved and How Do They Do It?
Abby Smith

The future of Web resources, what to collect, how to do it, who decides – I cannot believe that I agreed to talk about these topics. A shrewd librarian I know makes a point of avoiding the topic of selection like the plague. Perhaps the only reason I did agree to talk about it, other than its self-evident importance, was the opportunity to visit Australia. This turns out to be a very small price to pay for coming to this amazing continent. I am delighted to be here and thank the organizers for this opportunity.
Well, let me cut to the chase – most of the stuff on that is currently on the Web will disappear without a trace. No surprise there, and we should not worry about it either. To at least that extent, Web resources are exactly like all the other recorded information ever created--most of it disappears. The only information I can think of that will last a really long time is that created during the Big Bang, thirteen plus billion years ago – and that information is still with us only because the universe is infinite – so far as we know -- there are no barriers that can keep the light, energy, quanta created back then from traveling forever, so it will last forever, or until it runs into a barrier. 

The human scale is not infinite, however, and barriers to persistence of Web-based information abound. Ironic, because the barriers to creation of Web-based information appear at this point in time to be unbounded. We have never before faced this situation – where the constraints on creation are nugatory and the barriers to persistence exponentially high. I want to spend some time this morning talking about the implications of this asymmetry between creation and persistence for collecting institutions. I do not believe that the strategies we have relied upon before for selection and preservation will work in this new environment, because whether we realized it or not, our strategies have always been based on scarcity of supply, coupled with rather modest demand for that supply. All thing considered, there have been a high enough barriers to recording information that they have kept our choices for selection and preservation within certain well-recognized constraints – limited access to durable media such as paper, for example, to publishing technology such as printing presses, and limited economic wherewithal for distribution of physical objects such has books. This is no longer the case, of course, we do not need paper or ink or printing presses or publishing companies to publish online. 

So instead we in cultural heritage institutions are faced with an entirely new dilemma — To select, or not to select, that is the question. Are we to save everything and be awash in a stormy – and, as Malcolm Gillies reminded us yesterday, a very salty -- sea of data? Or do we apply our curatorial and technical skills to locate and stabilize a set of high-quality information resources that we can put into systems that will ensure access to that information for decades to come? That is the choice before us, and right now neither option looks either desirable or, frankly, entirely feasible.
The barriers to persistence of Web resources are familiar to you. The World Wide Web is massive in scale, highly dynamic and unstable in content, riddled with hardware and software dependencies. None of these kinds of data are amenable to the traditional, deliberative processes for selecting and preserving information resources that we have developed. 
Yet the definition of preservation remains stubbornly the same: a series of actions, intentionally taken, to ensure that something – a building, a film, a book, a work of art -- will be available to some user at some time in the future. In an ideal world, a preservation decision would be fully informed by an understanding of what to preserve, for how long, and for whom. For much of what libraries and archives are designed to collect – and here I mean published works and traditional records – the selection issues may not be changing much as we might imagine. The Web is rapidly replacing paper, tape, disc, and other formats as the first and often the only medium of publication or dissemination. But a lot of what comes to us through the Web is still published by some recognized source as valuable and vetted information – newspapers, journals, weather data, images from the Hubble Space Telescope. Rather, the real challenge comes for those institutions that collect unpublished materials, or that collect materials that were once published but are no more. Think of those among us who run map libraries, say, or music libraries for that matter. Something transformational is happening here.
So what selection strategies should we be developing for those materials? 

Our keynote speaker yesterday argued that the scale and reach of the Web requires global cooperation and coordination of collecting and preserving. I would not disagree for a minute that the scale of the Web—both its contents and its reach—is massive and global and so seems to beg a comprehensive and global approach. That said, human behavior has not evolved at anything near the same pace as the technologies humans create. Cooperation is hard. Coordination is divine. 
I am frankly skeptical that collecting is amenable to very much coordination, most particularly on a global scale. Whereas storage, preservation, standards development, and other technical infrastructure are somewhat amenable to degrees of coordination and certainly to some cooperation, because they are all parts of the infrastructure that must be shared to be scalable in the digital realm, content selection through cooperation has never proven to be a robust strategy that endures —demonstrably not, if the past is any prelude to the future – which I caution may not be. With some notable exceptions, information is collected solely for the purpose of access – the exceptions are those instances, found in regrettably far too many political regimes, in which information is collected for the purpose of controlling and limiting access. In all instances other than these, access is the goal, pure and simple, and access is always a service to a specific constituency. That constituency is always local, even if the “local” is now defined globally (say, a world-wide community of people who are passionate about Cairn terriers or Russell Crowe or the genealogy of the Jones family). 
So I would contend that collecting – or a collection development policy, if you are talking about libraries and archives -- is always locally based. That is, it is designed to supply a demand that is always locally defined. That makes cooperation—a process that mandates a common good to be given higher priority than an individual good—highly problematic in collecting. The most we can realistically hope for is that the aggregation of local collections can produce a complete set of the desired collection. 
Now, in those countries where there is a national bibliography and a centralized body that has authority to collect it, then you have an alternative, and I will be eager to hear from our colleagues from those national libraries and archives how well matched their collecting policies are to meet preservation needs and whether they are encountering new problems with scale that render this approach moot. As a Yank I can say that we in the United States do not do it that way—we have no national bibliography and actually no national library. The closest the Library of Congress can come is to aim for comprehensiveness through mandatory copyright deposit. Begging the question of how well the demand deposit system works, the current confusion about whether things posted to the Web are de facto published or not makes this reliance on deposit no longer effective in this realm. 
In contrast to collecting, though, which is locally based and serves an identifiable demand, preservation serves a global, or non-local, demand and thus is a classic example of what economists call a public good—something that cannot recover its costs efficiently through market mechanisms by, say, charging fees for service. It is not hard to charge fees for information of high currency. Non-current information is another matter. We must meet the demand for those public goods, such as non-current information or cultural heritage, through extra-market means, usually through governments or, in the case of academic libraries, through university administration. Moreover, in the words of the University of Michigan provost and economist, Paul Courant, “the public goods problem is always harder to solve the bigger is the compass of the relevant public, and so this one will be harder to solve” than it was in the print world. And there we have the nub: the compass of the relevant public, those for whom we collect and preserve. 
Remembering that successful preservation is informed by a clear sense of audience, can we craft approaches that keep the compass of the relevant public small enough to make a content selection strategy feasible and sustainable? The Library of Congress is basing their digital preservation strategy on the idea that, and here I quote from my colleague Beth Dulabahn’s abstract for her paper, “the volume, diversity and complexity of digital content compels a distributed, collaborative approach that enables individual organizations to manage content while also sharing best practices for preservation.” In true American style, the Library is attempting to leverage the individual self-interest and enterprise of a variety of committed institutions to forge a greater whole from the sum of many parts. It almost elides the problem of cooperative content development by relying on a number of partners to bring their own content selection strategies into the mix. It is a risky strategy, because the Library of Congress itself has never had to partner with other institutions to deliver a core public service and make good on a crucial goal of their mission. But it is reduces risks greatly by relying on the natural alignment of interests among many strong partners. In that way, its collection development strategy architecture, if you will, is modeled on the Internet itself – node-to-node linking.
But even for a set of partners with significant capacity, such as the Library of Congress and its preservation partners, the scale of the Web presents seemingly intractable problems. The Web is like the universe – billions and billions of Web pages, as Carl Sagan might have said, and most of them invisible to the naked eye. Even those that are visible are often unavailable without the right key, password, or authorization, be it either for financial or privacy issues. Even if you wanted to capture on a massive scale, you cannot. The Internet Archive presents an elegant example of that principle—we cannot capture something if we cannot see it, and so they are restricting their domain to the public Web – although that is a misleading generalization that thankfully Michele Kimpton will correct later this morning.
But the institutions represented here are all grappling with these facts by now. We will hear this morning details about a number of approaches to addressing these challenges, from the Internet Archive’s attempt to deal with the size and dynamism of Web resource without being driven by traditional institutional collection development approaches, to a number of national libraries focusing on their “local” domains — dot.uk or dot.au; and academic libraries focusing on their local domains which in this case are disciplines, such as Heidelberg and Leiden Universities in Chinese studies, thematic approaches, such as the Library of Congress’s Web harvesting projects that, like domain specializations, are free to ignore issues of genre type. At the same time, there is a great deal of what libraries and archives have traditionally collected and preserved that they will continue to do without much change in approach – works such as newspapers, journals, theses and dissertations, film studio releases, major network television broadcasts. We will hear about examples, such as from the UK, in which they are combining the selection of final works – investigations, coverage of events, and so forth — with a time series approach that documents dynamic Web government Web sites at periodic rates.

But what about the novelty of genre that abounds on the Web. I would argue in the few minutes remaining that unless we start examining these new genres closely and experimenting with various selection approaches to them now, we are losing time. We face, collectively and as individual institutions, the question of what to do with the vast majority of Web resources we think ought to be archived yet are not familiar genres to us. These are the plethora of digital objects and Web sites that lack coherence for us as preservationists yet we know are of compelling interest to our culture and demand some form of stewardship. It is natural for us to think that if we do not steward them, no one will. I am not talking about Web sites as bulletin boards or public relations exercises or chat rooms. But neither are these sites the canonical or official communications that we can wrap our heads around fairly easily.  
Let me take as an example of this genre a currently widespread phenomenon on the Web, the blog, more correctly known as the Web log. I should really refer to it in parentheses as an epiphenomenon, as blogs are likely to be another passing phenomenon, a phase in the social development of the Web just as were Web cams – remember those things? One American political blogger who has become quite influential during the late great US presidential campaign condemned himself and his colleagues to the dustbin of history already when he said in August that “blogging is so over.”

Over it may be, but it is certainly worth archiving, right? Isn’t that what a lot of you are wondering? It is certainly true in the States, if only because people perceive that blogging is a phenomenon that has played a significant role in public and civic life. And not just there. Blogs are also playing a significant role in certain professional circles, such as public policy, poetry, and economics. Blogs are fast becoming the grey literature of certain disciplines that never really had grey literature, such as political science. There are lots of blogs that appear to have less intrinsic value than value as examples of a social phenomenon – blogs that chronicle personal crises, for example, which you might call blog-as-writing-therapy, a cheaper version of psychoanalysis but with just as much self-reporting, transference, and embarrassing revelations as traditional Freudian therapy; or blogs as sites for hobbyists to share critical views and as sites for shared griping. How do we cope as institutions with our traditional role as documenters of culture when this is what the culture is producing? 
Okay, forget blogs. Let’s take a form that has been the backbone of libraries and archives for centuries – maps. Maps have gone native on the Web. They are not maps anymore, they are “data” and use “Web services” and a suite of exceptionally cool software, including 3-D, gaming and fly-through technologies for very neat visualization, and so on. Goodbye the art and science of cartography as we know it. Instead we have dynamic systems of data sets of many different types, from numeric to visual and textual – overlaid with what amount to query systems. You heard from Timothy Mackey about this transformation. We need to wake up – the content of the future will all be like this in a just few short decades or less.
Libraries and archives are in the process of redefining themselves in light of a data deluge, and one of the new definitions they are trying on is one of experimenter and innovator. By design deeply conservative organizations, cultural heritage institutions need to become radical innovators in this space to maintain any credibility at all among their stakeholders. Libraries, archives, and museums are mission-driven institutions, and so at heart informed by a profound idealism. Yet idealistic as we may be, we must be ruthlessly practical in our approach. We are a service profession – serving the information needs of our many publics – and we are judged by how well we deliver that service, no matter what our professional colleagues say about say about the superior quality of our cataloging as opposed to Google. It is only in a forum such as this that we can in fact go about assessing our progress among trusted colleagues. 
