The British Library: Web Archiving Challenges and Initiatives

1:
Introduction
The structure of this presentation, which is based on the web archiving developments and initiatives in the British Library, is first to say a few words of context on the British Library’s role and responsibilities, second to provide a more detailed overview of the legal framework within which the Library operates in the United Kingdom with particular reference to the Legal Deposit Libraries Act 2003; and third to talk about the challenges the Library has faced in developing its Web Archiving Programme which includes involvement, as lead partner, in the UK Web Archiving Consortium, and membership of the International Internet Preservation Consortium led by the Bibliotheque nationale de France. 

As further context, reference is made to two succinct statements made within the speakers’ abstracts forming part of the conference documentation.
`Archiving the Web is both a necessary and challenging task that no institution can achieve alone’ (Caroline Wiegandt, Bibliothèque nationale de France).
`We face four key decisions: which websites to preserve; how frequently to archive them; how technically to achieve this; and how to present archived sites to users’.  (Adrian Brown, The National Archives)
It should be emphasised that this new, exciting and challenging work is be done on top of everything else.  From the perspective of the British Library there are no signs currently of a diminution of print publications, and the British Library is not alone in facing a testing financial situation, seeking to achieve modernisation alongside efficiency gains.

2:
The British Library

The British Library was created by the British Library Act 1972 as the national library of the United Kingdom, consisting of a comprehensive collection of books, manuscripts, periodicals, films and other recorded material, whether printed or otherwise. Its origins go back much further to 1753, and to the British Museum. Over time, through many amalgamations and incorporations, it has developed into one of the world’s greatest research libraries - and as a national library it has legal deposit status.

As illustrated in the PowerPoint presentation accompanying this paper, the British Library is one of the world’s largest research libraries, not only in terms of budget and types of material acquired, but also in respect of the diverse audiences the Library serves. These range from the researcher in his or her many forms to business, to education, to the public and to the library and information community as a whole.

Underpinning the Library’s mission and goals, which can be broadly defined through the British Library’s strapline of helping people advance knowledge to enrich lives, are the following aims of the collection development policy:

· Building as completely as possible the UK national published archive – both current and retrospective gap filling, both print and electronic
· Collecting research-level English-language material published worldwide in the humanities, social sciences and science, technology and medicine
Buying foreign language material selectively and in consultation with higher education and other research libraries in the United Kingdom

3:
Legal Deposit in the United Kingdom

The foundation and cornerstone of the collection of UK material has been legal deposit, recently extended to non-print through the passing of the Legal Deposit Libraries Act 2003
. 

As so often, we are indebted to the French where legal deposit originated in 1537. However, prior to the Legal Deposit Libraries Act 2003, legislation in the UK was based on the 1911 Copyright Act which gave legal deposit entitlement to six libraries:

British Museum Library (now the British Library)

Cambridge University Library

The Bodleian Library, University of Oxford

National Library of Wales

Faculty of Advocates Library in Scotland – replaced in 1925, in terms of legal deposit entitlement, by the National Library of Scotland

Trinity College, Dublin, Ireland

By this legislation publishers in the UK had to send a single copy of each publication to the British Library while the other five libraries were entitled to claim these publications.

In the mid 1990s the British Library was in the forefront of a campaign to modernise legal deposit law. This activity led to the establishment of a voluntary code of practice issued in 1999 under the auspices of the Joint Committee on Voluntary Deposit, which included representation from the British Library as well as a number of publisher trade bodies. The code commenced in January 2000 and applied to handheld or offline publications.

In 2002 the Government informed the British Library of its intention, in view of the success of the voluntary code and the need to safeguard the national interest by having a more comprehensive national published archive, to move towards legislation by means of a Handout Bill in the 2002/03 parliamentary session. A handout bill is a government sponsored private member’s bill. Chris Mole, MP for Ipswich, was the private member in question. There followed an intensive period of activity within the Library, within the Joint Committee on Voluntary Deposit, within government and within the publishers’ community, leading to the successful outcome of Royal Assent for the new Act in October 2003.

3.1:
Extension to Non-Print

What does the new Act enable the legal deposit libraries to do that could not be done before? What new responsibilities, opportunities does it bring, in particular with reference to web archiving?

First, it is enabling legislation. Much more of the detail will derive from subsequent Regulations to be brought forward by the Secretary of State. These will require significant work such as regulatory impact assessments and they will also require affirmative resolutions of both Houses of Parliament.

This means that any activity currently undertaken or planned in the near future, in terms of capturing non-print materials electronically, needs to be done either through a licence agreed with a publisher on purchase or deposit of an electronic resource or through voluntary agreements and codes with publishers and rightsholders. This voluntary approach is the one the British Library has adopted for web archiving until the necessary Regulations are passed. That could take several years.

Second, the Act did not change legislation for printed publications, except for minor modifications, and it made no changes to the libraries entitled to legal deposit.

Third, the Act does provide additional sections devoted to non-print publications and through these provides the framework within which the collection, capture, preservation and access to non-print materials can be set up. Three particular provisions are deserving of note.

· provision for the Secretary of State to make Regulations to extend the Act to non-print formats offline and online, the deposit to include a copy of any associated computer program necessary to provide access to the work
· provision for access and the laying down of limited rights of use of deposit material, especially as regards reader access, these again to be determined by means of Regulations. In this context the six legal deposit libraries are seeking to base this access (which might be for a maximum of 6 simultaneous users, one each at a time at each of the six institutions) around a secure network which presents a number of challenges of its own
· section 8 of the Act has direct relevance to web archiving as it includes provision for the libraries to harvest prescribed material from the internet  in order to minimise the burden of deposit for the publishers. 

3.2:
Extension of Non-Print: Progress
Government has determined that the process towards secondary legislation through Regulations cannot commence until an Advisory Panel is in place, with an independent chair, to advise the Secretary of State on implementation. The terms of reference of the Panel are being drawn up and it is expected that the Panel will start its deliberations during the first half of 2005. This seemingly slow timescale is due to the need for the establishment of the Panel to be effected by means of an open and equitable selection process for its members.

It is also understood that the Panel, when set up, will work in an incremental way, format by format. The first of these will almost certainly be offline, followed later by online, i.e. e-journals and e-books; then by databases; and perhaps finally by web-sites. As stated above, this process could take a number of years.

In the meantime, to ensure that momentum is not lost, the legal deposit libraries and publishers have agreed to proceed with a set of complementary and converging 

activities.

These include:

* the setting up of the Joint Committee on Legal Deposit (to replace the Joint Committee on Voluntary Deposit) to act as a channel of information to Government

* the setting up by the Joint Committee on Legal Deposit of three working  groups:

-
one, to review the voluntary scheme for offline publications with a view to an early Regulation;

-
one to seek to identify a definition of the United Kingdom for online publication which will be acceptable to both publishers and libraries

-
one to scope and implement a voluntary scheme for e-journals.

A fourth role is to track the progress of the UK Web Archiving Consortium (see below).

4:
British Library Projects and Initiatives in Web Archiving

4.1:
Background

An explanation of the legal framework is essential to an understanding of the opportunities and constraints within which the Library must work to achieve effective progress in the area of web archiving. There are the parallel strands of working with publishers and government in the move towards secondary legislation; of developing voluntary codes and initiatives to ensure that progress can be made now;  of  working collectively with our fellow legal deposit libraries both in respect of technical developments such as a secure network and of devising collection development policies; and of continuing to store, preserve and make accessible print material which continues to come into the British Library at a rate of approximately 1.6 metres per hour.

4.2:
British Library Web Archiving Programme

4.2.1:
Domain. UK

Web archiving work started in earnest in the British Library in 2001 through the Domain.UK pilot project. This was a six-month project which set out to select and capture 100 UK websites and, through this activity,  to explore a range of issues around web archiving including  relevant selection criteria; changes of sites over time; frequency of capture; and many others. For each site archived, permission was sought from the owner by means of a simple letter and on the understanding that the sites would not be made available. The selection policy was based on sites deemed to be of historical and cultural significance for the UK and included:

· Sites on major issues in the news at the time, such as general election; foot and mouth disease; genetically modified foods; the asylum issue; September 11th; war in Afghanistan
· To ensure broad coverage, a sample from the Dewey Decimal Classification was used.

Although a small-scale project, the results were positive, paving the way for the decision made by the British Library in 2003 to set up an extensive Web Archiving Programme.

4.2.2:
Web Archiving Programme

The main objective of the Web Archiving Programme is to put in place the necessary infrastructure and procedures to ensure that the British Library, in partnership with others, can play a strategic role in extending its responsibility for the national published archive in the UK to electronic media including the web.

In view of the complexity of the Web and the challenges it presents, the approach of the Programme is to develop a number of complementary projects and activities which on completion will embed web archiving within the Library’s overall collection development policy, and provide the technical and legal infrastructure to collect, preserve and make accessible web-site material alongside information in other formats.

There are four key strands to the Programme, the most fundamental of which is the collection development policy. That these initiatives are collection based is evidenced within the British Library’s organizational structure which locates both the Web Archiving Programme Senior Responsible Owner and Executive Team champion within the Scholarship and Collections Directorate.

4.2.2.1:
Collection Development
Given the huge scale and dynamic nature of the web (there are at least 4 million UK web sites), the British Library does not consider it practicable nor affordable to aim at truly comprehensive coverage of the UK web presence. The Library’s strategy is therefore dual and based on:

a)  taking a complete snapshot of the entire UK web presence at regular intervals;

b) achieving a more intensive and selective harvesting of a limited and well-defined range of sites, building up over time to perhaps 10,000, which are judged to embody primary and secondary research material, which reflect the national and cultural heritage, and which include examples of web innovation. Frequency of capture will be dependent on an assessment of the rate of change of content of individual sites.

A Curator, Web Archiving, has been appointed whose responsibility it is to craft the policy in finer detail and who is working within internal and external frameworks to achieve this. 

Coverage will include sites hosted by academic institutions such as universities and learned societies; campaigning organizations and charities that publish and commission research; and selected local, regional, national government and quasi-government bodies as well as political parties.  Sites of cultural value including museums and galleries will be included together with sites where the British Library has an involvement, for instance, as a partner, and sites reflecting British cultural diversity.  Selected sites which show web innovation will be covered, for instance those demonstrating the special character of the web and its technological potential in imaginative and creative ways.

The work of selection is time consuming.  At present the Curator, Web Archiving is setting up frameworks within the Library to identify and select sites. This is done through liaison with and input from curatorial colleagues across the many subject areas. Externally, a similar framework will be established and includes liaison with key resources such as the Joint Information Systems Committee’s subject hubs and gateways, such as SOSIG and HUMBUL, whose role it is to identify and provide access to research-level web resources in the social sciences and humanities respectively.
4.2.2.2:
UK Web Archiving Consortium (UKWAC)
UKWAC was officially launched in June 2004. It comprises six institutions: the British Library, the Joint Information Systems Committee (JISC), the National Library of Scotland, the National Library of Wales, the National Archives and the Wellcome Trust. These bodies have come together to participate in a project which will run for an initial term  of two years during which time it is anticipated that some 6,000 websites can be collected, archived and made available.

Each Consortium member will select and capture content relevant to its subject and/or domain. The permission of website owners will be sought to archive these selected sites. The infrastructure costs such as software, hardware and technical development will be shared equally among the Consortium members who have entered into the project with a stated objective of working collaboratively in the achievement of a common searchable archive of selected web sites investigating solutions to issues such as selection, obtaining permissions, collection management and digital preservation. UKWAC has appointed Magus Research Limited to host the server and to provide shared hardware and technical support.  PANDAS software has been licensed from the National Library of Australia to carry out the archiving processes.
A real world test of the software has recently been carried out.  Although a number of sites were successfully gathered and made available through a test public interface, it would be fair to say that it has not yet proved to be entirely successful in a collaborative UK environment. There is a need for further testing and training and probably some developmental work to make it operate successfully. This is being undertaken in conjunction with Magus and UKWAC remains optimistic that true harvesting might commence in the first quarter of 2005.

Further into the project evaluations will be carried out and the necessary decisions made for future strategy. It is the intention that the sites collected and made available through UKWAC will be preserved and made available for the future – that is also made clear in the letter of permission sent to all website owners. 

4.2.2.3:
International Internet Preservation Consortium (IIPC)

The third stand of the British Library programme is work within the International Internet Preservation Consortium. The aims, objectives and real work of the IIPC have all been well covered in earlier presentations and can be viewed on the IIPC website.  The purpose, within this presentation, is to say a few words about one particular project with which the British Library is closely involved. This is a project to specify, procure, test and maintain a smart archiving crawler to implement large scale automated and focussed crawls, incorporating citation linking and thematic assessment components.  The product will comprise a framework which will interact with and control Heritrix, the Internet Archive’s open source archiving web crawler.

The components at the heart of the development include:

*  a scheduler or mechanism that will manage the running of crawls

*  a policy engine which will be capable of expressing the selection policy through a   
    user interface

* a link weighting analysis module that will calculate a web page score on its 
    connectedness

* a thematic analysis module able to define the topic of pages and then provide a 
    classification for subject areas

The project is currently working its way through the European Union procurement processes.  It is the intention that a prototype will be in place by mid 2005.

4.2.2.4:
Internet Archive
The fourth strand relates to the content already acquired by the Internet Archive. This has been described as the `incunabula of the internet’. The British Library has an interest in acquiring backfiles of UK content, subject to the necessary legal and rights issues being overcome and subject to the Library’s own digital object management system being in place to receive the data.

4.2.2.5 Progress
The British Library is not yet in a position to state that x sites are available or that x pages are being collected per week or per month.  However, it can be stated that all the building blocks are now in place to achieve this.  The British Library is here for the long haul.  It is essential that the complexities of web archiving are approached in the context of legal deposit on a firm set of foundations.  A strong web archive team is now in place with a broad range of skills. The team comprises:

*  a Programme Director or Senior Responsible Owner

*  a Programme Manager, an experienced engineer with a computing, entrepreneurial  
    and programme management background

*  two project engineers, with computing background but also with rounded skills and 
    the ability to represent the Library externally and to talk to curatorial colleagues in  
    a language they both understand

*  A Curator, Web Archiving

* Currently being  appointed are an administrator to ensure the permissions and  
    licences are in place and two web archivists whose job it will be  provide the 
    metadata, first using PANDAS, and providing input to future solutions which, it is 
    fully understood, must be automated and not depend on large scale and expensive 
    human intervention.

The whole programme is fully embedded and integrated within the organizational structure of the Library. There is a Programme Board which includes experts from many areas, including finance and procurement, and there is the requirement to provide monthly progress reports and assessments of risk to the Library’s Executive Team, chaired by the Chief Executive. As for funding the Library places great strategic importance on this work and features it prominently in the Library’s corporate business plan. 

4.3:
Digital Preservation

For its success web archiving is inextricably linked to another major development which is that of the Digital Object Management Programme, known as DOM in the Library.  The presentation is concluded with a very brief summary of progress on DOM and digital preservation in the British Library.

5. Digital Object Management Programme (DOM)
The British Library has commenced a multi-million pound investment in the development of a Digital Object Management programme to address `in perpetuity’ the storage, preservation, access and digital rights management aspects of British Library digital assets. It is the intention that this will be a UK national repository with a projected 300 TB capacity by 2009.

The mission is to enable the UK to preserve and use its digital intellectual property for ever.
Its objectives are to:

*  Store and preserve any type of digital material in perpetuity

*  Provide access to this material to users with appropriate permissions

*  Ensure that the material is easy to find

*  Ensure that users can view the material with contemporary applications

*  Ensure that users can, where possible, experience material with the original look 
    and feel

The British Library is taking a long-term view. Implementation and operation will be incremental while nevertheless maintaining the ability to respond quickly, to work cost effectively and meet the objectives of the Programme. As far as progress is concerned, the first release of the DOM Programme is imminent and will be the production service modules for the storage of voluntary deposit UK material; the second release will be for the digitised masters from many digitization projects created from the Library’s collections. A third module for e-journals is at the planning stage.  The Library intends to be ready for websites well in advance of the Regulations.

John Tuck
Head of British Collections

The British Library

November 2004
� 1 For the content of this section, I am indebted to Dr Clive Field, Director of Scholarship and Collections in the British Library, who, ably supported by John Byford, Head of Legal Deposit Strategy and Implementation, spearheaded the campaign from the Library side for the implementation of the new Act.









